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1 AoT Partner Kickoff Workshop: Agenda 

2-September (Wednesday) Location: PositivEnergy Practice, 115 South LaSalle (28th Floor) 

NOTE:  The Wednesday session is for back-end database participants and we have limited space, so 
please enjoy the city if you are not involved in back end databases, distributed data systems, etc. 

1.1.1 1300-1330  Welcome and Goals for the Afternoon 

GOAL: Survey options and requirements for (a) back-end database & data organization, and (b) APIs for 
various application developer constituencies 

DELIVERABLE:  One-page with team members identified, steps to be taken, and schedule to 
guide/develop back end capabilities for Array of Things, replicable in partner cities.  (.DOCX template) 

1.1.2 1330-1430  The Back End 

1330-1345 Structure of Node/MotherShip interactions, Cassandra Back End (P. Beckman) 
1345-1400 Use of Plenario to integrate sensor data with other urban sources (C. Catlett) 
1400-1415 Integrating data sources and Newcastle experience with Plenario  (P. James) 
1415-1430 Open Discussion 

1.1.3 1430-1530  API and Apps 

1430-1440 Mirrors and Distribution:  Pulling data from ANL/Cassandra to other repositories 
(Plenario, data.cityofchicago.org, etc.)  (Tom Schenk, CDO, City of Chicago) 

1440-1450 Making the data useful to the public and policy makers: Dashboards and Viz 
(John Tolva, President, PositivEnergy Practice) 

1450-1500 Interactive Apps, e.g. Mobile Apps (please suggest) 
1500-1530 Open Discussion 

1.1.4 1545-1730 Breakouts 

• 1A. Back-End Data Store (Phil James, Newcastle; Tanu Malik, UC) 
• 1B. ETL and API (Tom Schenk, City of Chicago; Maggie King, UC) 

[note- Bill H suggests temporal resolution as an organizing principle. Break this into 2 or 3?] 
• 1C. Federation and P2P (Ian Foster, UChicago/ANL, Bill Howe, UW) 
• 1D. Something We Didn’t Anticipate (TBD) 

 (note these breakouts may elect to continue into Thursday) 

3-September (Thursday) Location: Chicago Architecture Foundation, 224 S. Michigan (Ground Floor) 

1.1.5 0900-1030  Update and Status of Array of Things and Waggle Technologies 

0900-0915 Welcome (C. Catlett, Brenna Berman (Chicago CIO)) 
0915-0930 Update on Array of Things schedule and funding 
0930-1015 Update on Waggle Platform Hardware, Github site, etc. (Beckman) 
1015-1030 Open Q&A 

1.1.6 1100-1200  Panel: Why Cities are Instrumenting 

5-minute no-slide presentations by a sampling of cities regarding the policy and science goals of their 
instrumentation projects. 

(Bristol, Chicago, Mexico City, Newcastle, NYC, Pittsburgh, Portland, Seattle, Winter Park) 
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1.1.7 1300-1700 Breakouts 

1.1.8 Breakouts Day 2 

1.1.9 Two-Session Breakouts (Science—>Requirements—>Enhancements—>Plans) 

GOAL: Define science experiments,   sensor requirements, placement/density, in-situ processing…(note- 
we have not suggested social science, health, economics, or engineering breakouts in part because we 
plan to address those in a subsequent workshop, but if there is critical mass and interested co-leaders 
then we can certainly add them) 

DELIVERABLE: Templates and Short Presentation for Closing Session 

 
• 2A. Air Quality and Climate (Rob Jacob, ANL; Mark Potosnak, DePaul) 
• 2B. Water Quality and Urban Flooding (David Leopold, UILabs; Robin Graham, ANL) 
• 2C. Urban Environment (John Tolva, PEP; Douglas Pancoast, SAIC) 

1.1.10 One-Session Breakouts 

1.1.10.1 Session 1: 

• 2D. Privacy Policy and Accountability/Oversight Structure (Draft policy on privacy and data) (Von 
Welch, IU) 

• 2E. Evaluation and Testing (Process, testing procedures,etc.) (Raj Sankaran, ANL) 

1.1.10.2 Session 2: 

• 2F. Platform Security (Examine security architecture,develop test/eval plans (Von Welch, IU) 
• 2G. Configuration and Management (Tools for config,troubleshooting, mgmt, etc.((Raj Sankaran, 

ANL) 
• 2H. Something We Didn’t Anticipate (TBD) 

4-September (Friday) Location: Chicago Architecture Foundation, 224 S. Michigan (Ground Floor) 

1.1.11 0830-1000  Breakout Groups Wrap-Up 

Finalize draft 1-page reports and 10min presentations 

1.1.12 1015-1130  Breakout Group Reports and Discussion 

1.1.13 1130-1200  Closing Summary and Next Steps 
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2 Breakout Reports: Wednesday, September 2nd 

2.1 Back-End Data Store  

Tanu Malik, University of Chicago 

2.1.1 Participants: 

● David Ediger, Atlanta 
● Jonathan Fink, Portland 
● Philip James , Newcastle 
● Bruce Mueller, Chicago 
● Raj Sankaran, Chicago 
● Will Engler, Chicago 
● Stephen Quick, Pittsburgh 
● Tanu Malik, Chicago 

2.1.2 What will the group accomplish? 

We explored the scientific question of how to support a scalable back-end and what kinds of queries and 
analysis should the back end support.  

2.1.3 What are milestones and estimated dates to accomplish goals? 

We did not discuss milestones as most people had a laundry list of what they would like to see as part of 
the back-end store. 

2.1.4 Requirements 
The following was the list of requirements gathered: 

● Mechanisms should exist on Plenario to provide maximum possible server side processing so that 
very little data is obtained for analysis on client side.  

● Data fusion problems must be addressed at scale. For instance, what is the relationship between 
two data sets on Plenario, and what is the relationship between source and derived datasets?  

● Support for Nearby queries: Identify automatically sensor values of nearby sensors and track with 
time  

● Support for summaries of data. Users often get high level ideas of data, before loading. Currently 
download entire dataset only summary is location, but summaries on density; traffic movements, 
provide what-if scenarios.  

● Include support for time series which are incredibly valuable in urban science: Problem: 
traditionally databases and time series have not done well.  

● Database should maintain some level of recency. Recent data is more valuable than old.  
● Issues of trust on data: Need some benchmark information with datasets. For instance, the set of 

standards that they are being used for measuring crime so that data can be relied for scientific 
analysis. There are more examples: Health data: everyone has to agree with common codes so 
that something can be done. So does the data provide some common codes. Can you count on 
officer induced shootings? The problem is that how they are counted in each jurisdiction they are 
different so how do we provide values that are statistically significant. 

● How will Plenario interact with other data sources? Moving data is not an option. So how do we 
federate?  

2.1.5 How will you know that you accomplished the goal(s)? 
The biggest test discussed was Plenario scaling to large amounts of data, federating with a number of 
resources, and making that data available in a clean way to users.  
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2.1.6 Experiments (for science groups) 
There were a number of science questions discussed with respect to testing on data available from 
NASA.  

2.2 ETL and API 

Tom Schenk, Chief Data Officer City of Chicago, Tom.Schenk@cityofchicago.org 

Maggie King, Program Director Computational Analysis and Public Policy, maggiek@uchicago.edu 

2.2.1 What will the group accomplish? 

The group established the requirements and features of the ETL/API design required for researchers to 
utilize the AOT data to meet their needs. The goal is that these needs will inform the data accessibility 
design for AOT. These goals include the following: ensuring granularity and timeliness of data availability, 
standardization of requirements, building in historical data access, and providing integration for data 
tweaking, cleaning, or more advanced analytics to be integrated.  

2.2.2 Requirements 

2.2.2.1 Granularity and Timeliness of delivery 

The group suggested that one of the primary deliverables for useful accessibility of the AOT data would 
be  sufficiently cutting-edge granularity, both spatially and temporally, of the data collected, as well as 
timely availability of this data.  

Some individuals had a need to access highly granular data, namely, for tweaking. This produced an 
open question that AOT may use as a guideline to determine delivery: what is the smallest amount of 
processing AOT can do to make data quickly? This assumes that some practical intermediate groundwork 
must be done on AOT data delivery such as minor smoothing and/or quality control. To improve timely 
delivery of data, the group agreed that multiple of observations could be analyzed/smoothed in-situ and 
make available to users for analysis. This would reduce the overall volume that needs to be transferred, 
while keeping-up on the update schedule. On the other hand, high-velocity (frequently updated) data with 
every single observation would be nice, but there was not an overwhelming demand identified.  

The group suggested that high-velocity, highly granular data be made available at some cost to defray 
cost of delivering the data. Meanwhile, there would be a "consumer" grade data (on the portal) that would 
not be as highly granular, but freely available. Proposed solutions included an API that creates subsets or 
aggregates up to different resolutions on the fly to accommodate various user needs. For instance, the 
example was used that, researchers of energy networks and thermal loadings require 3 second wind 
speeds, where for transportation researchers, new data only every couple of minutes could be sufficient 
for traffic flows. 

Overall, the group stressed that different use cases generated different data requirements. There is an 
obvious benefit and research interest in creating an urban science in which you instrument a city and try 
to understand it. However, there is also a strong cohort interested in using new data sources supplied by 
sensors for existing models. For this cohort, any velocity/resolution is more useful than the status quo. 

2.2.2.2 Historical data access 

Many users noted they need historical data that can be "lagged" a bit. And in almost every case, 
researchers required access to historical data. For example, meaningful planning analysis and model 
training requires historical data.  

Fairly high resolution historical data is where you could see an immediate impactful change in AOT data 
on our understanding of the urban environment, because researchers could just replace existing model’s 
data with more micro data. 

These requirements highlight the need for AOT to address questions about data storage and data 
management. In other words, AOT data streams should be able to separate the data to actively preserve 
versus archive streams.  



AoT Partner Kick-Off Meeting September 2-4, 2015 

 5 

Regarding storage, similar to researchers that require highly granular data, solution suggestions included 
partnering with a provider to develop a pay-for-access model for historical data. For instance, a provider 
such as AWS may produce a model that would let a user put their payment information in before using 
the data.  

We also noted the potential ethical issues with multiple data storage. One way to deal with privacy was 
suggested, to first vet the data by the public. The group also noted that release and storage of this data is 
still less of a concern, relative to the larger hurdle for privacy, which is its collection. 

2.2.2.3 Standardization requirements 

With the risk in sensors being wrong, we discussed that any payment-based model would in particular 
carry with it a certain quality standard. AOT would need to then meet that standard. 

The group suggested that accuracy and validation monitoring could be automated and report out a 
stream of quality data on top of raw measures. This would require additional work allocated prior to 
release.  

Alternatively, for a more conventional access structure, a participant from the Netherlands suggested 
using Open Geospatial Consortium (OGC) data standards. 

2.2.2.4 Additional Integration  

Aside from the traditional ETL/API architecture, there was a request to have a "PUT" API, where 
instructions could be sent to the machine for tweaking. 

2.2.3 Experiments 

We discussed a wide variety of projects for which the API would be used. Below we provide a list of 
projects that were discussed in the group. 

● Amsterdam 
○ King’s Day: Making density plots of phones to determine where people are going 
○ Sail Amsterdam: Using tracking of boats to deliver information to people as they past 

landmarks in boats 
■ Velocity needs is quite high: updates in seconds and minutes 

■ Need density of location to be up-to-the-second 
■ Would ask the attaeana how many phones someone would see 

● New York City 
○ Working on analyzing urban heat island — in order to help with urban planning and 

health tracking 
■ Hotter areas have higher reported levels of asthma rates 

● NYU CUSP 
○ Trying to understand noise pollution 

● Adam 
○ Collecting RF data to develop propagation models 

■ Need fairly high frequency to offload it into a data store and be processed 
○ How much data is kept around? 

● Mexico City 
○ Want to use it for planning purposes — doesn’t need to be real-time 
○ Want to use it for early warning systems (relatively high frequency) 

■ Would want the prediction to be included in the feed 
● Newcastle 

○ See if they can use the demand to help improve the quality of the signal 
● Sustainability 
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○ Broad sustainability education piece echoed from different groups: by by showing the 
value add from the device, it draws public focus to the device, which draws them to the 
climate impact issues that the sensor may be capturing. 

● Education  
○ Working with kids in general as an education piece to this data.  

2.3 Federation and P2P  

Ian Foster and Bill Howe 

Participants: 

● Ian Foster, foster@uchicago.edu, University of Chicago and Argonne Nat’l Lab 
● Bill Howe, billhowe@cs.washington.edu, University of Washington 
● Derek Meyer, derek.meyer@wisc.edu, University of Wisconsin 
● Von Welch, vwelch@iu.edu, Indiana University 
● Dan Reed, Dan-Reed@uiowa.edu, University of Iowa 
● Jon Fink, jon.fink@pdx.edu, Portland State University 
● David Detlefsen, ddetlefsen@zebra.com, Zebra 
● Ravi Subramaniam, ravi.subramaniam@intel.com, Intel 
● Lee Lerner, lee.lerner@gatech.edu, Georgia Institute of Technology 
● Steve Smith, sfs@cs.cmu.edu, Carnegie Mellon University 

2.3.1 What will the group accomplish? 

The Federation group will champion use cases pertaining to inter-city exchange and integration of data, 
systems, and applications.  The AoT project is uniquely capable to compare findings across cities, though 
the natural heterogeneity that will result from autonomous deployments with different applications, 
loadouts, requirements, regulations, and interests will necessitate some degree of opportunism rather 
than any top-down integrated design.  This group will identify those opportunities and encourage solutions 
that advance them. 

2.3.1.1 Why federate? 

● Enable sharing of experience and software 
● Reduce barriers to deployment for new groups: Buy a sensor, we’ll handle the data 
● Enable data sharing 
● Prepare for future inter-city studies 
● Facilitate integration with non-AoT data sources (the other 99.9%) 

2.3.1.2 Challenges  

● No killer app has yet emerged -- comparative analysis of crime, etc. may be important, but a 
stakeholder to drive such an application is not yet pounding the table. 

● Each city will tend to focus on its own concerns. There will be an urgency to demonstrate local 
ROI and much of the data will be sensitive and subject to complex and conflicting local 
regulations. 

● Federation may be viewed as a cost or a benefit.  The costs stem from the additional engineering 
(and resulting brittleness) to implement data standards and protocols, while the benefits may be 
realized primarily by “edge deployments” that do not want to manage their own software 
infrastructure (as opposed to the key players -- their incentive to federate is weak or non-
existent). 

● A pooled, federated data system could complicate data trustworthiness. Bad data from 
unmanaged sources could “spoil the batch” and render the entire system untrusted.  The 
converse is arguably worse: bad data from an unfamiliar source could be implicitly trusted by its 
proximity to good data from a familiar source.   
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2.3.2 What are milestones and estimated dates to accomplish goals? 

The group will convene quarterly and maintain email contact to discuss opportunities for federation as 
plans for deployments mature. 

In addition, University of Washington will explore providing an open, hosted deployment of Plenario that is 
designed to receive and serve data from heterogeneous sources.  A key opportunity for community 
engagement is to offer local neighborhoods the ability to install a sensor with no additional software 
configuration -- this outreach effort will be the initial motivating use case for federation. 

We see two early milestones: 

1. Deliver one or more sensors to an external group and successfully receive data from them with 
no additional server-side software configuration 

2. Pull and ingest data from a different city’s deployment with no additional server-side software 
configuration. 

2.3.3 Requirements 

The key technical requirement is the ability of the data system to accept data from AoT sensors that were 
not specifically anticipated at the time the software was deployed.  Plenario provides a basic framework to 
meet this requirement.   

Beyond basic “pooling,” integration of data and applications will emerge in a case-by-case basis. 

2.3.4 How will you know that you accomplished the goal(s)? 

The two milestones above represent preliminary goals. 

Eventually, we will explore the feasibility and need for a single “mothership” deployment to host all public 
data. 

2.3.5 Deployment and Testbeds (for tech groups) 

For the federation testbed, the City of Seattle will deploy ~10 nodes, with ~5 nodes reserved for 
community-owned deployments.  The data from these sensors will be managed by a single software 
deployment (based on Plenario).  The ability to ingest data from these autonomously deployed (but not 
particularly heterogeneous) sources constitutes an initial test.  Following that test, we will ingest data from 
another city’s deployment to facilitate initial comparisons. 
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The applications and deployment platforms are unpredictable and heterogeneous, challenging federation. 
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Federation can occur at many different points in the stack: at the sensors, at the raw data feeds, at the 
query servers, at the permanent archive.  Our initial focus will be “whatever is publicly available”? 

3 Breakout Reports: Thursday, September 3rd  

3.1 Air Quality and Urban Flooding 

Rob Jacob and Mark Potosnak 

Participants: 

● Robert Jacob, Jacob@mcs.anl.gov, Argonne 
● Mark Potosnak, Mpotosna@Depaul.Edu, DePaul  
● Rao Kotamarthi, Vrkotamarthi@Anl.Gov, Argonne;   
● Scott Collis, Scollis@anl.gov, Argonne;    
● Luke Leung, Luke.Leung@som.com, SOM;  
● Richard Dawson, Newcastle;  
● Albert Presto, Albert.Presto@gmail.com, CMU;  
● Ahmed, U. Chicago;   
● Ed Stetter, Spec Sensors;  
● Jon Fink, Jonfink@pdx.edu, Portland State;  
● David Lary, Djl101000@Utdallas.Edu, UT-Dallas;  
● Velasco, Big Belly;   
● Alison Brizius, Abrizius@Uchicago.edu, U. Chicago 

3.1.1 What will the group accomplish? 

Advise on construction of node for valid air quality/meteorological measurements.   Design and perform 
test/calibration procedures for air quality/meteorological sensors in node.  Show how AoT provides insight 
for longstanding questions about urban air quality and climate. Propose AoT placement strategies that 
address these questions. 

3.1.2 What are milestones and estimated dates to accomplish goals? 

1Q:  (Assume 10/1/15 start).  Finalize node design and calibration, testing procedure for AQ/climate 
sensors. 

2Q:  Examine data from test nodes and provide feedback for calibration. Provide input into placement 
of first 50 nodes. 

3Q:  Examine data from first 50 nodes and look for patterns, problems. 

4Q: Using first 50, design deployment for next 150. 

3.1.3 Requirements 

Test nodes should be calibrated before any are deployed.  Must understand what exactly the 
temperature, etc. sensors are measuring and characterize any differences between the enclosure and the 
ambient environments. 

Sensors needed:  temperature (1C), humidity, air pressure (.1 hPA), air quality in order of 
importance:  PM, CO (5 ppb), O3, CH4, NOX, wind speed (1 m/s), precipitation.  

Wind speed possible through Pitot tube.  Current H2S sensor is not useful for this group.   Camera should 
face up for:  cloud cover, cloud speed, sky color (for air quality). 

If above not possible on every node, subset of “supernodes” can be useful. 

Measuring vertically is crucial for understanding the urban boundary layer.  Since opportunities will be 
limited, we recommend using nodes to “go vertical” whenever possible and use remaining nodes for 
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horizontal coverage.  Preferred horizontal node placements come in two forms. The first is a straight line 
crossing a suspected gradient of air quality or meteorology.  Examples include across a highway, 
perpendicular to the lake shore, across a gradient of average building height, across a park, from 
residential to industrial.  Microscale transects (1-5 m spacing) could be used to measure street canyon 
effects.   A line starting at and perpendicular to the lakeshore will be needed to understand lake breeze 
effects.  Two transects forming a cross would be the best way to get 2D coverage with a limited number 
of nodes.  A possible location would have one axis starting at the NE corner of Midway and going along 
Archer Ave.  A handful of nodes should be placed near existing reference measurement stations for air 
quality and meteorology. 

The second form for horizontal placement is a near-random distribution of nodes throughout the Chicago 
city limits. To avoid aliasing effects in the measurements, the nodes should not be on a regular grid but 
instead distributed in such a way that a histogram of distance between nodes is flat.  There can be 
multiple ranges such as 1m-200m for microscale effects and 200m-2km for neighborhood scale. 

We would like measurements from all sensors synchronized at 1 minute frequency. We want to calculate 
means and variances but not sure if that should be on or off the node.  

3.1.4 How will you know that you accomplished the goal(s)? 

The sensors provide data that are within the specifications driven by the science questions. 

3.1.5 Experiments (for science groups) 

● The interaction between the lake-breeze effect and air quality is important, since models predict a 
modified lake-breeze due to climate change (Conry et al, 2015, Journal of Applied Meteorology 
and Climatology, 54:1430-1448). For these experiments, the required measurements in addition to 
AQ are temperature and preferably wind speed. 

● Models predict (find reference) that air quality will be better near the lake due to lake-breeze effect, 
which pushes pollutants further west. Use the extensive data from AoT to test with PM, CO and 
ozone, which all have different sources and chemical lifetimes.  

● There are local gradients in pollutants along highways from the mobile sources. We hypothesize 
that these gradients exist for primary pollutants such as CO and PM, but should not exist for a 
secondary pollutant like ozone. Further, we will test if the gradients in pollutant concentrations are 
asymmetric due to the lake-breeze effect. 

● Does Chicago exhibit the classic ‘donut hole’ in ozone concentrations? Due to primary emissions 
of NO, ozone concentrations have been observed to be lower in the central part of the city, then 
increase downwind due to photochemical production, and finally decrease again as dilution 
occurs. Does this pattern occur in Chicago, and if is it modified by the lake-breeze effect. 

● How does building height effect boundary-layer dynamics and hence the vertical mixing of air 
pollution? Answer this question along a gradient in building height. Also, will require a vertical 
gradient of AoT sensors, supplemented with carbon dioxide sensors. 

● AQ and health [Same requirements as above, except need traffic density for second.] 
● Many opportunities to test hypotheses that relate AQ to health outcomes at relatively fine spatial 

scales. For example, what is the relationship between PM and asthma incidence on a block-by-
block scale?  

● Are there correlations between primary pollutants (CO and PM) and measures of traffic density 
from the camera and sound sensors? 

● Climate 
● Do meteorology models correctly capture small-scale effects? In particular, do they capture 

variations in air temperature driven by the lake-breeze? 
● What are the fine-scale differences in heat index, wind chill and pedestrian comfort throughout the 

city? [Need wind speed]. 

3.2  Water Quality and Urban Flooding 

Robin Graham and David Leopold 

Participants: 
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● Robert Atkinson 
● Robin Graham * 
● Liliana Hernandez 
● Jennine Jonczyk 
● David Leopold * 
● William (Bill) Miller 
● Cristina Negri 
● Mercedes Pascual 
● Seth Snyder 
● Herbert  Ssegane 
● Eugene Yan 

*Discussion facilitators 

3.2.1 Summary 

There was consensus that the Array of Things has high potential to supply useful information with regards 
to urban flooding and water quality - linking that to human health, transportation and infrastructure. 
However many of the variables of interest cannot be sensed with the current Waggle platform 
configuration. The group felt most of the challenges could be overcome through Bluetooth  (or wired) 
communication of in situ sensors to the Waggle platform and transforming digital images to water metrics 
such as depth of flooding or blockage of storm drains. The group also thought the edge computing 
capabilities of the Waggle platform could enable real time, useful information flow from complex sensors 
such as radars.  

3.2.2 Background 

Both soil and water are harsh sensing environments. Dirty, moving water is an even harsher environment. 
Current sensing solutions particularly those associated with water chemistry have a high cost (thousands 
to tens of thousands of dollars) and often do not collect continuous data.  Sensors of water presence or 
flow, or soil moisture are much less expensive.   However, measurement surrogates such as simple 
visual measures of turbidity that should be possible to derive from imagery, could be related to more 
expensive measurements. In this manner, “rare” measurements could be extended through space and 
time.  

Another challenge for water quality and quantity sensing, is the likely asynchrony of where the object of 
interest is and where one could locate a Waggle node. Frequently, the subject matter of interest may be 
far from any appropriate location for a Waggle node (e.g., streams may not be near an electrical source). 

Immediate technology/research needs: 

• Applications that transform digital imagery into water-related metrics 
o Stream flow height 
o Presence of standing water 
o Turbidity of water 
o Blockage of storm drains 
o Water depth at curbs 
o Presence of rainfall 
o Presence of snow 

• Identification/evaluation of in situ sensors capable of communication with Waggle Platform 
• Establishing standard protocols/metrics for monitoring so cross comparisons can be made and 

findings generalized. 
• Ensuring metadata (location, context) associated with node is available to enable more 

meaningful analysis 

3.2.3 Opportunities with AoT and Waggle technology:  

• Monitoring duration, location and extent of urban flooding conditions 
• Evaluating the efficacy of constructed and natural green infrastructure for ecosystem services 
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• Providing concurrent data on air quality, air temperature 
• Active control of stormwater systems 
• Connecting public health indicators and urban flooding*  
• Connecting economic indicators and urban flooding* 
• Watershed monitoring in agricultural systems 
• Edge of field monitoring for site run off in agricultural systems 
• Linking interior (e.g. basement sensors of wetness or sump pump activation) with exterior 

measures of water presence/flooding 
• Leveraging existing water-related sensors to expand AoT capabilities (connecting expensive rare 

sensors with abundant inexpensive complimentary sensors) 
• In situ processing for water quality metrics 

o Convert imagery to metrics 
o Take raw data from expensive sensors and convert on the fly ( e.g. radars for measuring 

precipitation) 

*M Pascual who works in developing countries identified this as a pressing need. 

3.2.4 Use cases 

3.2.4.1 Green Roof monitoring:  Chicago Botanic Garden and Newcastle, UK 

Project Goal: Chicago: Provide green roof performance data to support modeling, in partnership with Ben 
Gurion University, to optimize green roof designs to overcome unpredictable water resources. Newcastle: 
green roof performance data to quantify hydrologic benefit. Both: share protocols, analysis approaches, 
and results; 

 

Outcomes: Chicago: Develop guidelines to help determine which plants are better suited for draught and 
how they self-assemble / pattern formation. Newcastle: understand roof impact within larger watershed. 
Both: Understand hydrologic performance of green roof under a wide variety of environmental conditions;   

Benefit of AoT: Tests how an advanced, modern monitoring system can work.  Establishes a new 
research methodology. Enable performance understanding under many environmental conditions 

Timeline: Chicago: 2015-2017; Newcastle: 2016-2018 

Nodes Needed: 2 – 4  

Primary Partner: Argonne National Laboratory; Newcastle University, UK 

Issues / Constraints: Connecting sensing at both roof and ground levels 

Opportunities for Scaling: Expansion to other green infrastructure   

Data Collection / Metrics beyond Standard Package 

• Camera: vegetation growth and coverage 
• Soil Moisture, rain gauge, and flow sensors  
• Soil electrical conductivity 
• Surface temperature of the vegetation 
• Air quality / temp at various heights  

3.2.4.2 Urban Prairie Wetland Monitoring Project 

Project Goal: Want to understand how the current prairie water system imbedded in an urban 
environment is working, to inform / improve flooding conditions on adjacent properties.  

Outcomes: Understanding the relationship of prairie imbedded in an urban setting - heat island, nutrient 
uptake / load and hydrology.  

Benefit of AoT: Overcome manual data collection; increasing temporal and spatial data collection.  
Standardized data format and protocols 
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Timeline: Beginning Fall 2015   

Nodes needed: 10 Nodes needed (1 in fall 2015 situated near Nature conservancy field house)  

Primary Partner: Northwestern University primary, Argonne 

Issues / Constraints: Site Access (only pedestrian), 

Controlled burns + device protection or removal, installing poles in standing water, vandalism 

Opportunities for Scaling:   Provide similar sensing on adjacent flooding properties to fully understand 
local water hydrology.  

Data Collection / Metrics beyond Standard Package 

• Vegetation growth and coverage 
• Soil Moisture, rain gauge, and flow sensors  
• Soil electrical conductivity 
• Surface temperature of the vegetation 
• Water depth / table monitoring 
• Water Quality: Nutrient levels Remote signals 
• Sound: Habitat presence + quality, noise dampening 

3.3 Urban Environment  

Douglas Pancoast and John Tolva 

Participants: 

• Douglas Pancoast, dpanco@saic.edu, School of the Art Inst. of Chicago 
• John Tolva, jtolva@peppractice.com, PositivEnergy Practice 
• M. Sharma 
• M. Brown 
• Szymanski 
• J. Fink, PSU 
• M. Berman 
• S. Matheny 
• M. Neaimeh 
• Meier 
• S. Smith 
• D. Carhart, PDT 
• M. Johnson, Scheider-Electric 
• B. Rodda, SAIC 
• L. Leung, SOM 
• J. Ryan 
• H. Kotabe 
• S. Van Hedger 
• P. Ramirez Mabuca 

3.3.1 What will the group accomplish? 
Discuss novel conditions and interactions in the urban environment that can lead to the definition of 
science experiments and AoT node sensor requirements, placement, density, in situ processing. Focused 
on city conditions, use cases and value for various constituencies: 

• The public 
o A person 
o Groups of people - communities 

• Businesses 
• Scientists / researchers 
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• Government / policy makers 
• Specific interests like heath, community advocacy  

3.3.2 What are milestones and estimated dates to accomplish goals? 

3.3.2.1 Spring 2017 

Aspirations: AoT should: 

• Be a network of useful things (not a solution looking for problems) 
• Contribute to a better city experience and a better life 
• Fill in and extend existing metrics for quality of life, traffic engineering, neighborhood health, etc. 
• Fill in temporal and spatial gaps in current sensing 

o Previous are about an AoT sympathy with other data aggregation systems 
• A tool for accountability for city planning and civic projects 
• Test current assumptions in city planning (densification, effects of policy) 
• Offer new urban experiences and distinguish between active and passive uses of data  

If it works in this way the system will provide information for: 

• Real-time, tactical solutions 
• Strategy making  
• Long-term understanding of performance of infrastructure and urban environment 

3.3.3 Areas of focus: 

A system that could lead to meaningful comparisons of features of the urban conditions at many scales, 
for many constituencies (above) within and between cities is critical. The AoT should provide the input to 
benchmarking and standardizing key indicators like: 

• Walkability 
o Street and sidewalk conditions: standing water and ice 
o Impediments and barriers 
o Shade / cover 
o Services for the disabled 

• Healthfulness / quality of life 
o Green space and specific conditions of green space design 
o Air quality - including odor 
o Water quality and the presence of water 
o Sound quality (acoustics) 
o Heat island 
o Crime 

• Mobility 
o Livable traffic engineering 
o The consequences and responses to events and disruptions: construction, protests 

• Multi species environments 
o Environmental amenableness to plants and animals - how they work 

• Validation for the delivery of service 
o 311 calls 
o Power outages 

3.3.4 Applications and outputs: 

Precis by Alan Meier- 

Most of the sensors in a node quantify aspects of the environment that the human body cannot directly 
sense, even though they can affect an individual’s state of mind, sense of place, comfort, health, or 
safety.  A key goal of this project should be the development of a human “receiver” to tap into the output 
from nearby sensor nodes. Imagine this output to be a form of music--perhaps a symphony—where each 
sensor output assumes the role of an instrument.  As a person enters the transmission area of the sensor 
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node, she experiences the complex, summed output.  With experience, the mind will integrate this 
information, similar to what the mind already does for light, sound, and touch.  The success of the system 
will be judged by people’s reluctance to leave home without the receiver because its absence would be 
akin to going blind or deaf. 

• City legibility: "plot me the…” best, worst, least icy, safest, most scenic, etc. 
o Weather 
o Material conditions (paths are broken or bumping 
o Traffic 

• A platform for creative practice for spatialized, urban interaction art - give it over to artists, 
developers  

o Important to consider the appearance and in-situ performance or messaging of the node 
object as well as the data as a form of output 

• A platform for community advocacy, making stronger communities by developing community 
knowledge 

3.4  Privacy Policy and Accountability/Oversight Structure  

Von Welch 

Participants: 

• Brenna Berman, City of Chicago 
• Janus Hoeks 
• Bill Howe, University of Washington 
• Maggie King, University of Chicago 
• Lee W. Lerner, CMU 
• Lindsey-Paige McCloy, New York City 
• Derek Meyer 
• Michael Ruiz 
• Theo Tryfonas, University of Bristol, U.K. 
• Von Welch (moderator), Indiana University 
• Brant Zwiefel. 

Lindsey-Paige McCloy and Von Welch served as editors for this report. Comments may be sent to Von 
Welch (vwelch@iu.edu). 

The opinions expressed in this document represent personal opinions of some, and perhaps not all, 
members of the breakout group, and should not be interpreted as the position of any organization or 
project. 

3.4.1 Introduction 

At the Array of Things (AoT) Kickoff meeting, September 2-4, 2015, a breakout group of 14 university 
researchers, city government representatives, and members of the private sector met to discuss the 
formulation of a privacy policy for the AoT project. This report represents the output of their work over the 
kickoff meeting. 

3.4.2 What are the Goals? 

A privacy policy must accompany any deployment of the AoT, especially in cities or other areas in 
which individuals will be impacted. The policy should: 

• Set responsibilities for system designers, developers, and operators. 
• Define restrictions on data consumers. 
• Inform populations of their rights. 
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As has been proven by experiences with the AoT or similar systems in cities, PR and marketing is a 
major issue. Providing an accessible privacy policy that provides strong protections for individuals will be 
key in assuring the press and general public. 

3.4.3 Who are the Audiences and Stakeholders? 

Different groups will be impacted by privacy responsibilities and protections in different ways. The 
group discussed the need for the privacy policy to cover at least the following populations: 

• Data generators, the general population or “senses” who are the sources of collected data; 
o Researchers developing in situ algorithms or other technology running on the sensors; 
o Data stores who archive or buffer any data; 
o Data distributors, who provide the data to consumers; 
o Data consumers who access and then utilize the data. 

All of these stakeholders will have privacy requirements and responsibilities. 

3.4.4 What are AoT’s Particular Challenges for a Privacy Policy? 

One of the primary challenges is the inability for an individual to easily opt in or out of participation 
in the AoT. Notification and transparency will be key to address this, but the Privacy Policy and any 
evolutions of the platform should take into account the fact that individuals cannot opt out once they enter 
the AoT. 

As a general-purpose, research oriented, and continuously evolving platform, the AoT presents new 
challenges for privacy that aren’t present in previous sensor or technology deployments that are 
traditionally more task oriented (i.e. bridge monitoring sensors).  At this stage, it is difficult to define all of 
the possible sensors that could be included, data that could be collected, inset computing capabilities that 
could be added, or conclusions that could be drawn, so the Privacy Policy will have to evolve as the 
platform changes. 

Data collected by the AoT could include measurements that are generally considered public (i.e. air 
quality) and those that are often considered private (i.e. images).  Certain sensitivities around audio 
and video collection may change over time but must be addressed by a combination of responsibilities in 
the Privacy Policy, possibly including in situ processing of video or required anonymization. 

The press, both locally and internationally, is currently sensitive to issues of cybersecurity and 
surveillance. The Privacy Policy and associated messaging must be robust and accessible to prevent 
both current and future concerns about the platform and associated data’s security and privacy impacts. 

3.4.5 General Findings and Recommendations 

The breakout group made some general findings around the AoT privacy policy, including: 

• The privacy policy will define AoT’s balance of utility with potential harm to individuals or 
society.  Each privacy decision is a decision balancing test of utility vs harm [1]. 

• Understanding and communicating the utility of the data collection and sharing will help the 
population accept said collection and sharing. 

• Some of these specifications may vary by use case; However, the privacy policy should be 
general enough to cover most, if not all, of the use cases. 

o There needs to be a code of conduct for data consumers, defined as a Terms of Use. 
For example, anonymization of private data is not infallible and attempting to defeat such 
anonymization must be disallowed, with penalties defined. 

• The group did caution to focus on outcomes of actions, rather than specific actions as the latter 
could inhibit reasonable research. 

• Data consumers have privacy rights and concerns regarding what data they access. 
o There will be a tension around this as those funding the data distribution will often want to 

know who is using it. This trade-off must be carefully considered. 
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• The protections and sensitivities here may vary: the City of Chicago, for instance, does not track 
data usage of other public data, whereas some European users may be more comfortable with 
the idea that their usage of the data may be recorded. 

• Key to the successfully definition of a privacy policy and its successful implementation, is the 
definition of a clear trust model between elements of the system - i.e. how each element is 
trusted to behave and how it can trust other elements. 

• In situ analysis will be particularly challenging because of the potential use of algorithms or 
software from researchers outside the AoT project. Those researchers must clearly understand 
their responsibilities and their adherence will be validated or technically enforced. 

• Architectural decisions can be made to eliminate some privacy risks.  Some of these have 
already been made and should be codified as principles. 

3.4.6 Suggested AoT’s Privacy Policy Contents 

In breakout group discussions, a number of things emerged as strongly suggested to be in AoT’s privacy 
policy, including: 

• A set of easily grasped privacy principles that can be understood by both the population and 
the AoT system developers. 

• Governance model for the privacy policy 
o How are changes to the privacy policy governed? Who decided what complies with the 

privacy policies and principles? 
o The use of an IRB or IRB-like board for evaluation of the ethical aspects of proposed 

experiments and privacy changes should be explored. 
• Clear definitions of data ownership and sharing, plus any associated conditions 

3.5  Evaluation and Testing  

Rajesh Sankaran 

Participants: 

• Ting Wu, Northwestern 
• David Lary, UT Dallas 
• David Carhart, PDT 
• Alan Mainwaring, Intel 
• Neil Harris, Newcastle 
• Jonas Talandis**, UIC  
• Raj Sankaran*, ANL 

(**Scribe *group organizer)  

3.5.1 Group/mission Goal 

To make sure we have working components prior to assembly, and a working and characterized system 
after completion of assembly and before installation. Having a means to verify infield results post 
installation.   (The group lacked practicing environmental scientists who could have provide alternative 
perspectives, however, we learned that similar topics were discussed by the science group that ran a 
parallel discussion).  

3.5.2 Milestones estimated dates for goals 

A hardware qualification and system characterization plan ~ 60 days, end of October. The plan will 
include all the steps that need to be done, and will break the process into different steps that will be 
spread about various manufacturing, industry, and assembly partners.   

3.5.3 Requirements on AoT HW/SW platform 

Debug operation mode with additional debug data, higher sampling rates for testing. Periodic self-test on 
board, during regular operation. Additional debug hardware when appropriate.  
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3.5.4 How will you know goals are accomplished? 

Qualified test results, positive test results. The testing procedure in itself will be an iterative process, and 
we will improve it based on samples from the field. Deployment success for a season and a season 
transition.  

3.5.5 What are the experiments? 

How do you come-up with the test? What experiments will you do?  

• Co-siting with EPA locations – every device if possible, a few at the least. 
• Chamber test of the enclosure – Zero testing.  

How will you test the test? 

• A mobile node / drive by 
• Periodic sampling of some boxes from the field.  

Some instances of the same location having two or more devices.  

3.5.6 Notes from the discussion:  

• Many sensors to be in field 
• Two pieces of silicon are never the same, for sensors it makes a difference in results 
• Specs are averages  - keeping in mind accuracy and precision 
• Fabrication processes sometimes affect sensor output 
• Boards are to be tested in environmental chambers, prior to conformal coating, followed by checkout 

of performance. 
• What kind of performance error bar can we live with, that becomes a date user question? 
• What kind of performance testing do we require on our hardware? 
• Building a database of test results at various gas concentrations, cross contaminations, temperature 

range etc. 
• Develop a histogram to characterize the health of a sensor, use as a real time performance metric to 

monitor replacement. 
• Data recording typically every 30 seconds. 
• Local calibration of sensors is very important, characteristics can change from manufacturing to 

deployment site. 
• Some manufacturer’s product is so new that they don't have well established characterizations to 

draw from. 
• Electrochemical sensors have a vulnerability to extended high temperature, drying the exposed 

sensor element providing one half of a differential measurement. 
• Humidity establishes performance at manufacture, use in higher humid environments will saturate the 

sensor over time. High Concentrations will also consume the sensor electrolyte. Sensors are very 
linear in response. Calibration is by pitching the line between zero and known ppm concentration. 
Drift comes the zero point varying. Sensitive to RF. 

• Is wind testing required? We need to validate the steady state case of the enclosure during varying 
wind/ambient conditions. 

• Temp, pressure humidity correction imperative for and EC sensor. 
• EPA super sites could be a co located sensor references for characterizations, use machine learning 

techniques for accumulated response effects. Live data streams available from EPA sits, also other 
countries. 

• Redeployment ideas. 
• Collocate to be deployed boxes with EPA sites to collect calibration correction data for each device. 
• Zero testing of the boxes, using an enclosure with activated charcoal, no air intrusion, small 

circulation blower, outliers are easily identified. 
• Board level testing by KWJ , SpEC sensor parent. 
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• Originally started with 7 temp sensors to pick three with best performance in desired ranges of 
interest 

• What kind of test approach shall we have for optic devices (cameras)? 
• Compare white balance? Computer vision is very unreproducible, performance is very dependent on 

local illumination conditions for example. A range of light intensity sensors at different wavelengths 
will be included on the board. 

• The cameras purpose is to add quality to other measurements, i.e. Headlights, faces, water collecting 
on street, sky cover etc. up to three cameras could be included, RGB plus depth cameras are one 
possibility. Hyper spectral cameras are available in use and are lower cost now. 

• Narrowband sensors available to build your own hyper spectral sample. 
• Use google earth image to locate the camera and help calibrate it for depth input for 3D. 
• Consideration of heat generated by edge computation (10W) affecting temp measurement is 

accounted for in enclosure layout. 
• What kind on locale specify environmental testing shall we consider? I.e. Beijing vs. Portland air 

quality, climate etc. 
• Use mobile fleet vehicles driving known routes with portable reference sensors to confirm pole 

mounted data. 

3.6  P2P Self-Coordinating and RF Sensor Array 

Leaders and Participants 

• David Detlefsen (ddetlefsen@zebra.com) 
• Ashok Moghe (amoghe@cisco.com) 
• Bruce Mueller (Bruce.D.Mueller@motorolasolutions.com) 
• Sean Nowlan (sean.nowlan@gtri.gatech.edu) 
• Mike Ruiz (mike.ruiz@gtri.gatech.edu) 
• Mohit Sharma (mss652@nyu.edu) 
• Stephen Smith (sfs@cs.cmu.edu) 
• Ravi Subramaniam (ravi.subramaniam@intel.com) 
• Adam Szymanski (szymanski@anl.gov) 

3.6.1 What will the group accomplish? 

The team members are pursuing research in examples like coordination of lights at intersections to 
manage traffic, timing for detection of novel events like sound, RF power spectrum analysis and 
understanding the role of local weather effects and surroundings (buildings, cars, devices),  real-time 
detection and local control like in RF monitoring, adaptive transmission power control and suppression, 
ad-hoc integration for crowd sourcing, managing in a local context for coordinating social interaction like 
managing ingress and egress for events. These research topics require local, intra array coordination and 
organization (with minimal reliance on cloud or long haul backends). The team, therefore, has identified 
two focus areas – one to augment the architecture and support in the AOT and the other a science 
experiment that uses augmented array. 

Focus #1: The group plans to augment the current cloud centric architecture with local, intra-array 
coordination and organization (peer to peer). This control and data framework includes: 

• Local communication and coordination among nodes to make array act as one system 
• Distributed control and management for software defined and adaptive configurations 
• Distributed computing framework to allow coordinated in-situ computing and capability reuse 
• Semantic description of relationship of elements of array for use in both local coordination and 

control and for centralized data analytics. 
• Peer to Peer structure to support “sub-array” elements 

o Smaller battery or low power devices between and in addition to nodes to increase the 
density of sensing and allow and augment sensing and actuating modes not possible with 
fixed sensors. Lower power radios and communication technologies like meshing/multi-hop 
routing 
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o Support for “ad-hoc, opportunistic and seamless” integration of devices/things/sensors 
external to array – like in crowd sourced sensors from local pedestrians 

Focus #2: In addition, the team will use the local coordination to conduct experiments to measure, 
monitor and manage the RF spectrum and density across city blocks.  This includes  

• Spectrum usage 
• Broadband spectrum survey 
• Analysis of certain band for 

o Urban RF propagation model development and 
o Signal processing of RF data on node (in-situ, edge computing) 

• Test platform for developing algorithms for distributed and coordinated RF sensing and control 
o Cognitive radios and jamming (platform for testing large array) 

• Real-time management of spectrum 

3.6.2 What are milestones and estimated dates to accomplish goals? 

The group plans to convene over teleconference to discuss and firm the plans and goals. The expectation 
is that one quarter will be required to define the plans. The group plans to address the following goals: 

• Define HW profile of each node to meet the goals 
• Define HW design (as proposal) for the node. 

o Including antenna and receiver design for RF sensing needs 
• Define the architecture for extending AOT as a single collaborating system – allows 

heterogeneous peers to be part of the system 
• Define or select framework to be run over the nodes to meet the objective i.e. local context and 

distributed control and data mgmt within array. 
• Connectivity within the array 
• Define trust model for attestation and authentication 

The tentative goals are indicated below. 

• Q4 – Define plans and execution strategy. Identify the test environment required. 
• Q1 – Deploy the sensors and SW for Focus 2. Develop the architecture for Focus 1 
• Q2 – Run experiments for Focus 2. Define the architecture for Focus 1 
• Q3 – Deploy the test bed for Focus 1 

3.6.3 Requirements 

The team still needs to identify the specific requirements in HW and SW. The specific requirements are to 
derived from the following expectations: 

3.6.3.1 P2P “collaborating nodes” 

• Multiple processors in a box  
o CPU, OS and stack heterogeneity  
o dynamic allocation of CPU for dedicated tasks (streaming) and integration 
o Power management 

• Framework to support ad-hoc late-binding integration – independent of radios 
o Software defined connectivity and function 

• Peer 2 Peer network framework & connectivity 
o Instead of hub and spoke. 

• Secure store on device; HW root of trust (for establishing trust) 

3.6.3.2 Both P2P and Spectrum Analysis 

• Antenna and/or antenna array to be used 
o Separate antennas for sensing (Spectrum) and transmission (P2P) 
o Directionality for P2P 
o Broadband for Spectrum analysis 
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3.6.3.3 Spectrum analysis 

• Software Defined Radios (SDR) 
o Minimally viable (cheap) SDR vs full-featured SDR 

• Processor optimized for DSP routines (for some future advanced analysis) versus time sharing 
the main processor (in-situ) 

As a first cut, Focus #2 requires the deployment of SW defined radios so that the spectrum to be 
monitored can be easily managed. Focus 1 requires the definition of the architecture to help identify the 
specific HW, radios and framework required. 

3.6.4 How will you know that you accomplished the goal(s)? 

Focus #1: TBD 

Focus #2:  

• Installation of the software-defined radios and algorithms on nodes work as expected;  
• Spectrum Sensing:  

o Spectrum survey to measure utilization of ISM band over a couple of months have been 
completed and results processed 

o Understand spectrum whitespace 
o Measure and document the RF propagation in the urban environment done 

• Measurement and control 
o Demonstrate spectrum awareness and co-operation between devices (based on information 

from the AOT nodes) 

3.6.5 Deployment and Testbeds (for tech groups) 

TBD 

3.6.6 Experiments (for science groups) 

The Focus #2 experiments will be run for at least one quarter – the specific SW is TBD. 
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3.6.7 Presentation 

3.7 Configuration and Management  

Rajesh Sankaran 

Participants: 

• Stephen Matheny, AmriGeeks 
• Theo Tryfonas, University of Bristol 
• Will Engler, UChicago 
• Mohit Sharma, NYU 
• David Detlefsen, Zebra Technologies 
• Bruce Mueller, Motorola Solutions 
• Talandis Jonas**,  UIC 
• Raj Sankaran*, ANL 

(** Scribe, * Session Host) 

3.7.1 Group/mission Goal 

To develop a plan/system that is easily deployable and manageable in other cities, independent of the 
Chicago AoT. Replicable – hw, software – light touch deployments – with simple configuration, and 
opportunities for quick start, and provisions for tweaking based on requirement.  

3.7.2 Milestones estimated dates for goals? 

Command line based, well documented setup/deploy procedure, with a course/ command-line based 
management console – summer 2016. 

GUI standalone or web based management console in the future – summer 2017 

Requirements on AoT HW/SW platform?  

The group believed that a Docker based approach for software was better than Virtual Machine based 
deployments. All the cloud software, including configuration, management, data bases and waggle stack 
should ideally be available as Docker container. The hardware AoT platform should be well documented, 
both in terms of operational notes and for rebuilding from basic Bill of Materials. Similarly, the software too 
needs complete documentation – both stack operation level and API level. There were a few ideas on 
using Cassandra and/or planar.IO stable configuration management system, however the ideas were not 

 
Figure 1: Typical spectrum from fixed and extended nodes. 
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entirely developed. In terms of management, the ability to do groups operations – group queries and 
commands – update, reboot etc. were seen as useful abilities of the management console. Also being 
able to create sub/super groups for subset of nodes on the fly was seen as useful. The group was 
concerned about the challenges likely to be faced in terms of SSL management, update management, 
dependencies management etc. particularly as the nodes can diverge in their configurations based on 
how far they are from the ideal situation where the node receives all updates in order and processes all of 
them. The node updates, like all other communication events are best effort, and maybe delayed, leading 
to a heterogeneous node cluster.  

The group required an automatic phone-home / SoS – when the primary RabbitMQ based communication 
failed. A deployment wiki and a “help group” for logistics issues was also called for.  

The group also believed that for AoT to be successfully reproduced and remain operational in other cities, 
ideally a commercial partner should be developed – who will help other cities in the process of deploying 
and managing the system.  

Some expectations for management - Status display console for admins, Heartbeat, and hosted 
application plugin monitoring with white and blacklisting abilities.  

3.7.3 How will you know goals are accomplished?  

At the least two other deployments have parallel results comparable to AoT. The AoT base system should 
have a 98% availability, sensors may fail, but the system should report the presence of faulty sensors and 
should have a graceful degradation of service – i.e. faulty subsystem should not the crash system. 

3.7.4 What are the experiments? 

Test a new deployment in-house, inject sensor data virtually into the cloud, have a sensor farm indoors, 
test the whole system end-to-end before deployment. The group felt that the system and documentation 
should evolve to the point that deployments exactly like the Chicago AoT have to be light touch 
deployments, with the warning that if a user is changing the deployment considerably, they are likely 
buying into a lot of work, and supporting such deployments should not be the core group’s main concern.  

3.7.5 Notes from the discussion: 

3.7.5.1 General 

• General model is hub and spoke to cloud, nodes can communicate with each other through the 
hub and spoke. 

• Sudo admin consoles communicate with the same protocols,  
• Each node uses best effort communication with cloud 
• Queue management is possible in case where commands are no longer valid 
• updates types: Kernel, Security, Firmware/software updates 

3.7.5.2 Command/response protocol 

• Not a mesh network, updates cannot be sequentially processed 
• Hardware uniformity is not realistic, purposely or not, some variation will exist in revision, 

configure etc. Software/firmware may be no synchronous as well, depending on individual node 
status. 

• Updates are pushed to node, nodes process according to its cloud queue 
• Diverse tunnel may be an alternate connection mode 
• Cellular modem fees could be $20/month per node for 10GB 
• What happens with prolonged network interruption and memory is full? What is your overwrite 

data dump strategy? Many strategies, no real decisions except for treating each application by 
case by case basis. Right now it's dumping oldest data first. 

• How to handle hardware changes i.e. boot loaders from CPU etc manufacturers? Load into 
specific memory locations. 

• How will cities deploy this system without a commercial provider? Only initial scale will work 
without this. 
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• Management: Establish Group IDs, Status display console for admins, Local display at poles for 
citizens to query data , or local Wi-Fi?, Super groups for small selection of nodes that have more 
sophisticated sensors 

• Heartbeat, Plugin monitoring white and blacklisting 
• Docker image 

4 Participants 

Last Name First Name Organization 

Atkinson Robert University of Strathclyde 

Beckman Peter Argonne National Laboratory 

Berman Brenna  City of Chicago 

Berman Marc University of Chicago 

Brown Maxine University of Illinois at Chicago 

Cardenas-Iniguez Carlos University of Chicago 

Carhart David PDT 

Catlett Charlie Urban Center for Computation and Data 

Chien Andrew University of Chicago 

Colgan Jones Deirdre CityZenith 

Collis Scott Argonne National Laboratory 

Dam Eliot UI Labs 

Dawson Richard Newcastle University 

de Laat Cees University of Amsterdam 

Detlefsen David Zebra Technologies International 

Ediger David 
Information and Communications Laboratory (ICL), Georgia 
Tech Research Institute (GTRI) 

England Kit  Newcastle City Council 

Engler Will University of Chicago 

Fink Jonathan  Portland State University 

Forster Scott Essai 

Foster Ian University of Chicago 

Goldsmith Steve Harvard Kennedy School 

Graham Robin Argonne National Laboratory 

Grossman Robert University of Chicago 

Guzowski Leah Argonne National Laboratory 

Hamilton Sephir City of Seattle 

Hardy Kieron CityZenith 

Harris Neil Newcastle University 

Hashemi Sayed Hadi University of Illinois at Urbana-Champaign 
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Last Name First Name Organization 

Hayes Daniel University of Chicago 

Hecktman Adam Microsoft 

Hernandez Gonzalez Liliana Northwestern 

Holliman Nick Newcastle University 

Howe Bill  University of Washington 

Jacob Robert Argonne National Laboratory 

Johnson Mark Schneider Electric 

Joncyzk Jennine Newcastle University 

Kardan Omid University of Chicago 

King Maggie University of Chicago 

Kotabe Hiroki University of Chicago 

Kotamarthi Rao Argonne National Laboratory 

Kusiak Galvin Kate Urban Center for Computation and Data 

Lary David UT-Dallas 

Leopold David UILabs 

Lerner Lee 
Cyber Technology and Information Security Laboratory 
(CTISL), Georgia Tech Research Institute (GTRI) 

loannidis Aristotle (Lee) Zebra Technologies International 

Mainwaring Alan Intel 

Malik Tanu University of Chicago 

Matheny Stephen AmeriGeeks 

McCloy Lindsey-Paige  
Mayor's Office of Technology and Innovation, City of New 
York 

Meier Alan Lawrence Berkeley National Laboratory 

Meyer Derek University of Wisconsin 

Meyer Francisco University of Chicago 

Miller William Northwestern University 

Mitchum Rob University of Chicago 

Moghe Ashok Cisco Systems 

Mueller Bruce Motorola Solutions 

Neaimeh Myriam  Newcastle University 

Negri Cristina Argonne National Laboratory 

Nelson Pete University of Illinois at Chicago 

Nowlan Sean 
Information and Communications Laboratory (ICL), Georgia 
Tech Research Institute (GTRI) 

Packman Aaron Northwestern University 

Pancoast Douglas School of the Art Institute of Chicago 

Papka Michael  Northern Illinois University 

Parra Jeremy Intel 
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Last Name First Name Organization 

Pascual Mercedes University of Chicago 

Peschel Joshua University of Illinois at Urbana-Champaign 

Peters Carolyn Argonne National Laboratory 

Potosnak Mark DePaul University 

Presto Albert Carnegie Mellon 

Quick Stephen Carnegie Mellon 

Ramirez-Malpica Pavel City of Chicago 

Ramos Melvin Zebra Technologies International 

Reed Daniel University of Iowa 

Rodda Bo Illinois Institute of Technology 

Ruiz Mike 
Cyber Technology and Information Security Laboratory 
(CTISL), Georgia Tech Research Institute (GTRI) 

Ryan Joe BigBelly 

Sankaran Rajesh Argonne National Laboratory 

Schenk Tom  City of Chicago 

Schlenker Ann Argonne National Laboratory 

Setter Ed SPEC Sensors, LLC 

Sharma Mohit NYU CUSP 

Smith Steve Carnegie Mellon 

Snyder Seth Argonne National Laboratory 

Snyder Will Presence Health 

Ssegane Herbert Argonne National Laboratory 

Subramaniam Ravi Intel 

Szymanski Adam Argonne National Laboratory 

Talandis Jonas University of Illinois at Chicago 

Tolva John PositivEnergy Practice 

Tryfonas Theo  University of Bristol 

Velasco Guillermo Centro Mario Molina 

Weigert Karen City of Chicago 

Welch Von Indiana University 

Yan Eugene Argonne National Laboratory 

Zwiefel Brant Microsoft 
 

[1] E.g., http://sunlightfoundation.com/policy/opendatafaq/#safeguard 

                                                   


